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As those who have attended any speech I’ve given know, I don’t read well in public.  Everyone seems to enjoy the interactive sessions that typically follow somewhat more.  However, I wanted my thoughts on this topic to be available on the written record, so if my remarks this morning come across as an engineering lecture, then I have succeeded.  I hope you all had a strong cup of coffee.

Today’s topic is motivated by the inquiries I’ve had lately, in one forum or another, concerning various aspects of NASA’s post-Shuttle spaceflight architecture.  None of the questions is new, and all of them were elucidated during our Exploration Systems Architecture Study (ESAS).  The architecture is essentially as it was coming out of ESAS back in September 2005, and the architectural trades we made then when considering mission requirements, operations concepts, performance, risk, reliability, and cost hold true today.    
But more than two years have gone by, and the logic behind the choices we made has receded into the background.  People come and go, new questioners lacking subject matter background appear, and the old questions must be answered again if there is to be general accord that NASA managers are allocating public funds in a responsible fashion.  And so it seemed to me that the time was right to review, again, why we are developing the post-Shuttle space architecture in the way that we are.

 As many of you know, I used to teach space system engineering at George Washington University and the University of Maryland, and am more comfortable discussing engineering design than just about any other topic.  But as NASA Administrator, I must first frame the Constellation architecture and design in the context of policy and law that dictate NASA’s missions.  

Any system architecture must be evaluated first against the tasks which it is supposed to accomplish.  Only afterwards can we consider whether it accomplishes them efficiently, or presents other advantages which distinguish it from competing choices.  So to start, we need to review the requirements expressed in Presidential policy and, subsequently, Congressional direction, that were conveyed to NASA in 2004 and 2005.  
The principal documents pertinent to our architecture are President Bush’s January 14th, 2004 speech outlining the Vision for Space Exploration, and the NASA Authorization Act of 2005.  Both documents are a direct result of the policy debate that followed in the wake of the Columbia tragedy five years ago, and the observation of the Columbia Accident Investigation Board (CAIB), “The U.S. civilian space effort has moved forward for more than thirty years without a guiding vision.”  
Several items of specific direction are captured in the President’s speech:  “Our first goal is to complete the International Space Station by 2010.  We will finish what we have started, we will meet our obligations to our 15 international partners on this project.”

“Research on board the station and here on Earth will help us better understand and overcome the obstacles that limit exploration.  Through these efforts we will develop the skills and techniques necessary to sustain further space exploration.” 
“Our second goal is to develop and test a new spacecraft, the Crew Exploration Vehicle, … and to conduct the first manned mission no later than 2014.  The Crew Exploration Vehicle will be capable of ferrying astronauts and scientists to the Space Station after the shuttle is retired.  But the main purpose of this spacecraft will be to carry astronauts beyond our orbit to other worlds.”  
 “Our third goal is to return to the moon by 2020…”  
“With the experience and knowledge gained on the moon, we will then be ready to take the next steps of space exploration:  human missions to Mars and to worlds beyond.”
After extensive debate, the Congress offered strong bipartisan approval of these goals, while adding considerable specificity.  From the 2005 Authorization Act for NASA, 

“The Administrator shall establish a program to develop a sustained human presence on the Moon, including a robust precursor program, to promote exploration, science, commerce, and United States preeminence in space, and as a stepping-stone to future exploration of Mars and other destinations.” 
“The Administrator shall manage human space flight programs to strive to achieve the following milestones,
(A)
Returning Americans to the Moon no later than 2020.

(B)
Launching the Crew Exploration Vehicle as close to 2010 as possible.

(C)
Increasing knowledge of the impacts of long duration stays in space on the human body using the most appropriate facilities available, including the ISS.

(D)
Enabling humans to land on and return from Mars and other destinations on a timetable that is technically and fiscally possible.”
The bill establishes specific requirements for the International Space Station, noting that it must “have an ability to support a crew size of at least six persons”, codifying a long-promised design feature in law.  It also details statutory requirements for Shuttle transition, including maximizing the use of Shuttle assets and infrastructure: 
"The Administrator shall, to the fullest extent possible consistent with a successful development program, use the personnel, capabilities, assets, and infrastructure of the Space Shuttle program in developing the Crew Exploration Vehicle, Crew Launch Vehicle, and a heavy-lift launch vehicle."

Collectively, these requirements outline the broad policy framework for the post-Shuttle U.S. human spaceflight architecture:  We will manage the U.S. space program so as to complete the International Space Station by 2010, utilizing the Space Shuttle for that purpose, after which it will be retired.  After completion, the ISS will be used to “better understand and overcome the obstacles that limit exploration”.  The Shuttle will be replaced as soon as possible, but not later than 2014, by a Crew Exploration Vehicle designed to take humans to the Moon and beyond, but which must also be capable of servicing the ISS and its crew of six.  The architecture must support human lunar return not later than 2020 and, after that, development of a sustained human lunar presence, both for its intrinsic benefits and as a “stepping stone” to Mars and beyond.  Finally, the new architecture must take advantage of existing Space Shuttle program assets “to the fullest extent possible”.
Not that anyone asked, but I consider this to be the best civil space policy to be enunciated by a president, and the best Authorization Act to be approved by the Congress, since the 1960s.  But no policy is perfect, and none will please everyone.  In particular, many in the exploration community, as well as many of those who pursue space science, were disappointed by the reaffirmation of our nation’s commitment to the ISS.  
But a plain reading of policy and law requires us to understand that, throughout four presidential administrations and twenty-plus Congressional votes authorizing tens of billions of dollars for its development, the ISS has remained an established feature of U.S. space policy.  Its support and sustenance cannot be left to chance; the CEV must and will be capable of fulfilling this requirement, and the exploration architecture must and will take that into account.  This is nothing more than common sense.  The U.S. government will not abandon its commitment to the development and utilization of low Earth orbit (LEO).  
There continue to be many questions about NASA’s long-term commitment to ISS, so let me clarify.  The Bush Administration has made no decision on the end date for ISS operations.  We are, of course, concerned that Station operating costs after 2016 will detract from our next major milestone, returning to the Moon by 2020.  But while the budget does not presently allocate funds for operating ISS beyond 2016, we are taking no action to preclude it.  Decisions regarding U.S. participation in ISS operations after 2016 can only be made by a future Administration and a future Congress.  I am sure these will be based on discussions with our international partners, progress toward our Exploration goals, utility of this national laboratory, and the affordability of projected ISS operations.  Again, we plan to keep our commitments to our partners, utilizing ISS if it makes sense.

Now, returning to our space architecture, note the order of primacy in requirements.  We are not primarily building a system to replace the Shuttle for access to LEO, and upgrading it later for lunar return. Instead, we are directed to build a system to “carry astronauts beyond our orbit to other worlds”, but which can be put to the service of the ISS if needed.  In brief, we are designing for the Moon and beyond.  
That too is only common sense.  Once before, an earlier generation of U.S. policymakers approved a spaceflight architecture intended to optimize access to LEO.  It was expected – or maybe “hoped” is the better word – that, with this capability in hand, the tools to resume deep space exploration would follow.  It didn’t happen, and with the funding which has been allocated to the U.S. civil space program since the late 1960s, it cannot happen.  Even though from an engineering perspective it would be highly desirable to have transportation systems separately optimized for LEO and deep space, NASA’s budget will not support it.  We get one system; it must be capable of serving in multiple roles, and it must be designed for the more difficult of those roles from the outset.

There are other common-sense requirements which have not been written down.  
The most obvious of these, to me, is that the new system will and should be in use for many decades.  Aerospace systems are expensive and difficult to develop; when such developments are judged successful, they tend to remain in use far longer than one might at first imagine.  Those who doubt this should look around.  The DC-3 and the B-52, to name only two landmark aircraft, remain in service today.  The Boeing 747 has been around for thirty years, and who doubts that it will be going strong for another thirty?  In space, derivatives of Atlas and Delta and Soyuz are flying a half-century and more after their initial development.  Ariane and its derivatives have been around for three decades, with no end in sight.  Even the Space Shuttle will have been in service for thirty years by the time it retires.  Apart from Saturn/Apollo, I am hard put to think of a successful aerospace system which was retired with less than several decades of use, and often more. 

The implications of this are profound.  We are designing today the systems that our grandchildren will use as building blocks, not just for lunar return, but for missions to Mars, to the near-Earth asteroids, to service great observatories at Sun-Earth L1, and for other purposes we have not yet even considered.  We need a system with inherent capability for growth.  
Elsewhere, I have written that a careful analysis of what we can do at NASA on constant-dollar budgets leads me to believe that we can realistically be on Mars by the mid-2030’s.  It is not credible to believe that we will return to the Moon and then start with a “clean sheet of paper” to design a system for Mars.  That’s just not fiscally, technically or politically realistic.  We’ll be on Mars in thirty years, and when we go, we’ll be using hardware that we’re building today.  
So we need to keep Mars in mind as we work, even now.  And that means we need to look at both ends of the requirements spectrum.  Our new system needs to be designed for the Moon, but allow U.S. government access to LEO.  Yet, in designing for the Moon, we need also to provide the maximum possible “leave behind” for Mars.  If we don’t, then a generation from now there will be a group in this room, listening to the Administrator of that time ask, about those of us here today, “what were they thinking?”  
Now, in mentioning “Mars” I must state for the record that I do realize that the $550 billion Consolidated Appropriations Act signed into law last month stipulated that no funds appropriated in 2008 “shall be used for any research, development, or demonstration activities related exclusively to the human exploration of Mars.”  While I personally consider this to be shortsighted, and while NASA was in any case spending only a few million dollars on long-term research and study efforts, we will of course follow this legislative direction.  And while this provision does not affect work on Ares V, it does call into question the fundamental rationale for our use of Space Station in long-duration human spaceflight research.  I hope that this funding restriction can be abandoned in future years.

Further application of common sense also requires us to acknowledge that now is the time, this is the juncture, and we are the people to make provisions for the contributions of the commercial space sector to our nation’s overall space enterprise.  The development and exploitation of space has, so far, been accomplished in a fashion that can be described as “all government, all the time”.  That’s not the way the American frontier was developed, it’s not the way this nation developed aviation, it’s not the way the rest of our economy works, and it ought not to be good enough for space, either.  So, proactively and as a matter of deliberate policy, we need to make provisions for the first step on the stairway to space to be occupied by commercial entrepreneurs – whether they reside in big companies or small ones.  

The policy decision that the CEV will be designed for the Moon, while not precluding its ability to provide access to LEO, strongly reinforces this common sense objective.  If designed for the Moon, the use of the CEV in LEO will inevitably be more expensive than a system designed for the much easier requirement of LEO access and no more.  This lesser requirement is one that, in my judgment, can be met today by a bold commercial developer, operating without the close oversight of the U.S. government, with the goal of offering transportation for cargo and crew to LEO on a fee-for-service basis.  
This is a policy goal – enabling the development of commercial space transportation to LEO – that can be met if we in government are willing to create a protected niche for it.  To provide that niche, we must set the requirements for the next-generation government spaceflight system at the lunar-transportation level, well above the LEO threshold.  
Now again, common sense dictates that we cannot hold the ISS hostage to fortune; we cannot gamble the fate of a multi-tens-of-billions-of-dollar facility on the success of a commercial operation, so the CEV must be able to operate efficiently in LEO if necessary.  But we can create a clear financial incentive for commercial success, based on the financial disincentive of using government transportation to LEO at what will be an inherently higher price.
To this end, as I have noted many times, we must be willing to defer the use of government systems in favor of commercial services, as and when they reach maturity.  When commercial capability comes on line, we will reduce the level of our own LEO operations with Ares/Orion to that which is minimally necessary to preserve capability, and to qualify the system for lunar flight.
So how is all of this – law, policy, and common sense – realized in the architecture that came out of ESAS?

As I have outlined above, policy and legislation are in some ways quite specific about the requirements for post-Shuttle U.S. spaceflight systems.  They are less so where it concerns our lunar goals, beyond the clearly stated requirement to develop the capability to support a sustained human lunar presence, both for its intrinsic value and as a step toward Mars.  This leaves considerably more discretion to NASA as the executive agency to set requirements, and with that considerably more responsibility to get it right.  Again, I think common sense comes to our rescue. 
There is general agreement that our next steps to the Moon, toward a goal of sustained lunar presence, must offer something more than Apollo-class capability; e.g., sorties by two people for three days to the equatorial region.  To return after fifty years with nothing more than the capability we once threw away, seems to me to fail whatever test of common sense might be applied to ourselves and our successors.

Accordingly, then, in developing requirements for ESAS we specified that the lunar architecture should be capable of the following:

-
Initial lunar sortie missions should be capable of sustaining a crew of four on the lunar surface for a week.

· The architecture will allow missions to any location on the Moon at any time, and will permit return to Earth at any time.
· The architecture will be designed to support the early development of an “outpost” capability at a location yet to be specified, with crew rotations planned for six-month intervals.

One could fill pages debating and justifying these requirements; mercifully, I will not do that.  Perhaps another time.  In any case, I think it is clear that these goals offer capability significantly beyond Apollo, yet can be achieved with the building blocks – ground facilities as well as space transportation elements – that we have or can reasonably envision, given the budgetary resources we might expect.  
It is worth noting that the decision to focus on early development of an outpost – while retaining the capability to conduct a dedicated sortie mission to any point on the lunar surface that might prove to be of interest for scientific or other reasons – supports additional key goals.  The most obvious of these is that it provides a more direct “stepping stone” to Mars, where even on the very first mission we will need to live for an extended period on another planetary surface.  But further, even a basic human-tended outpost requires a variety of infrastructure that is neither necessary nor possible to include in a sortie mission.  Such infrastructure development presents obvious possibilities for commercial and international partner involvement, both of which constitute important policy objectives.  

But if the capability we are striving for is greater than that of Apollo, so too is the difficulty.  To achieve the basic four-person lunar sortie capability anytime, anywhere, requires a trans-lunar injection (TLI) mass of 70-75 metric tons (mT), including appropriate reserve.  Saturn V TLI capability on Apollo 17 was 47 mT without the launch adaptor used to protect the lunar module.  Thus, more than Saturn V capability is required if we are to go beyond Apollo.  I think we should not be surprised to find that the Apollo engineers got just about as much out of a single launch of the Saturn V as it was possible to do.
If we need more capability to TLI than can be provided by a single launch of a Saturn-class vehicle, we can reduce our objectives, build a bigger rocket, or attain the desired capability by launching more than one rocket.  Setting a lesser objective seems inconsistent with our goal of developing the capability for a sustained lunar presence, and, as noted earlier, merely replicating Apollo-era capability is politically untenable.  
Building a larger rocket is certainly an attractive option, at least to me, but to reach the capability needed for a single launch brings with it the need for significant modifications to fabrication and launch infrastructure.  The Michoud Assembly Facility and the Vertical Assembly Building were designed for the Saturn V, and have some growth margin above that.  But they will not accommodate a vehicle that can support our goals for lunar return with a single launch, and the projected NASA budget does not allow the development of extensive new ground infrastructure.  Further, and crucially, a single-launch architecture fails to address the requirement for ISS logistics support.

Thus, after detailed consideration of the single-launch option, we settled on a dual-launch Earth-orbit rendezvous (EOR) scheme as the means by which a TLI payload of the necessary size would be assembled.
However, the decision to employ EOR in the lunar transportation architecture implies nothing about how the payload should be split.  Indeed, the most obvious split involves launching two identical vehicles with approximately equal payloads, mating them in orbit, and proceeding to the Moon.  When EOR was considered for Apollo, it was this method that was to be employed, and it offers several advantages.  Non-recurring costs are lower because only one launch vehicle development is required, recurring costs are amortized over a larger number of flights of a single vehicle, and the knowledge of system reliability is enhanced by the more rapid accumulation of flight experience.  

However, this architectural approach carries significant liabilities when we consider the broader requirements of the policy framework discussed earlier.  As with the single-launch architecture, dual-launch EOR of identical vehicles is vastly overdesigned for ISS logistics.  It is one thing to design a lunar transportation system and, if necessary, use it to service ISS while accepting some reduction in cost-effectiveness relative to a system optimized for LEO access.  As noted earlier, such a plan backstops the requirement to sustain ISS without offering government competition in what we hope will prove to be a commercial market niche.  But it is quite another thing to render government logistics support to ISS so expensive that the Station is immediately judged to be not worth the cost of its support.  Dual-launch EOR with vehicles of similar payload class does not meet the requirement to support the ISS in any sort of cost-effective manner.

On the other end of the scale, we must judge any proposed architecture against the requirements for Mars.  We aren’t going there now, but one day we will, and it will be within the expected operating lifetime of the system we are designing today.  We know already that, when we go, we are going to need a Mars ship with a LEO mass equivalent of about a million pounds, give or take a bit.  I’m trying for one-significant-digit accuracy here, but think “Space Station”, in terms of mass.  

I hope we’re smart enough that we never again try to place such a large system in orbit by doing it in twenty-ton chunks.  I think we all understand that fewer launches of larger payloads requiring less on-orbit integration are to be preferred.  Thus, a vehicle in the Saturn V class –some 300,000 lbs in LEO – allows us to envision a Mars mission assembly sequence requiring some four to six launches, depending on the packaging efficiency we can attain.  

This is something we did once and can do again over the course of a few months, rather than many years, with the two heavy-lift pads available at KSC Complex 39.  But if we split the EOR lunar architecture into two equal but smaller vehicles, we will need ten or more launches to obtain the same Mars-bound payload in LEO, and that is without assuming any loss of packaging efficiency for the launch of smaller payloads.  When we consider that maybe half the Mars mission mass in LEO is liquid hydrogen, and if we understand that the control of hydrogen boiloff in space is one of the key limiting technologies for deep space exploration, the need to conduct fewer rather than more launches to LEO for early Mars missions becomes glaringly apparent.

So if we want a lunar transportation architecture that looks back to the ISS LEO logistics requirement, and forward to the first Mars missions, it becomes apparent that the best approach is a dual-launch EOR mission, but with the total payload split unequally.  The smaller launch vehicle puts a crew in LEO every time it flies, whether they are going to the ISS or to the Moon.  The larger launch vehicle puts the lunar (or, later, Mars) cargo in orbit.  After rendezvous and docking, they are off to their final destination.

Once the rationale for this particular dual-launch EOR scenario is understood, the next question is, logically, “why don’t we use the existing EELV fleet for the smaller launch?”  I’m sure you will understand when I tell you that I get this question all the time.  And frankly, it’s a logical question.  I started with that premise myself, some years back.  To cut to the chase, it will work – as long as you are willing to define “Orion” as that vehicle which can fit on top of an EELV.  Unfortunately, we can’t do that.  
The adoption of the shuttle-derived approach of Ares I, with a new lox/hydrogen upper stage on a reusable solid rocket booster (RSRB) first stage, has been one of our more controversial decisions.  The Ares V heavy-lift design, with its external-tank-derived core stage augmented by two RSRBs and a new Earth departure stage (EDS), has been less controversial, but still not without its detractors.  So let me go into a bit of detail concerning our rationale for the Shuttle-derived approach.  
The principal factors we considered were the desired lift capacity, the comparative reliability, and the development and life-cycle costs of competing approaches.  Performance, risk, and cost – I’m sure you are shocked.
The Ares I lift requirement is 20.3 mT for the ISS mission and 23.3 mT for the lunar mission.  EELV lift capacity for both the Delta IV and Atlas V are insufficient, so a new RL-10 powered upper stage would be required, similar to the J-2X based upper stage for Ares I.  We considered using additional strap-on solid rocket boosters to increase EELV performance, but such clustering lowers overall reliability.
It is also important to consider the growth path to heavy lift capability which results from the choice of a particular launch vehicle family.  Again, we are designing an architecture, not a point solution for access to LEO.  To grow significantly beyond today’s EELV family for lunar missions requires essentially a “clean sheet of paper” design, whereas the Ares V design makes extensive use of existing elements, or straightforward modifications of existing elements, which are also common to Ares I.  
Next up for consideration are mission reliability and crew risk.  EELVs were not originally designed to carry astronauts, and various human-rating improvements are required to do so.  Significant upgrades to the Atlas V core stage are necessary, and abort from the Delta IV exceeds allowable g-loads.  In the end, the probabilistic risk assessment (PRA) derived during ESAS indicated that the Shuttle-derived Ares I was almost twice as safe as that of a human-rated EELV.  
Finally, we considered both development and full life cycle costs.  I cannot go into the details of this analysis in a speech, and in any case much of it involves proprietary data.  We have shared the complete analysis with the DoD, various White House staff offices, CBO, GAO, and our Congressional oversight committees.  Our analysis showed that for the combined crew and heavy-lift launch vehicles, the development cost of an EELV-derived architecture is almost 25% higher than that of the Shuttle-derived approach.  The recurring cost of the heavy-lift Ares V is substantially less than competing approaches, and the recurring cost of an EELV upgraded to meet CEV requirements is, at best, comparable to that for Ares I.  All independent cost analyses have been in agreement with these conclusions.  

So, while we might wish that “off the shelf” EELVs could be easily and cheaply modified to meet NASA’s human spaceflight requirements, the data says otherwise.  Careful analysis showed EELV-derived solutions meeting our performance requirements to be less safe, less reliable, and more costly than the Shuttle-derived Ares I and Ares V.

Now is a good time to recall that all of the trades discussed above assumed the use of a production version of the Space Shuttle Main Engine (SSME).  But, returning to a point I made earlier, we continued our system analysis following the architecture definition of ESAS, looking for refinements to enhance performance and reduce risk and cost.  We decided for Ares I to make an early transition to the 5-segment RSRB, and to eliminate the SSME in favor of the J-2X on the upper stage.  Similarly, elimination of the SSME in favor of an upgraded version of the USAF-developed RS-68 engine for the Ares V core stage, with the EDS powered by the J-2X, offered numerous benefits.  These changes yielded several billion dollars in life-cycle cost savings over our earlier estimates, and foster the use of a common RS-68 core engine line for DoD, civil, and commercial users.  

Praise is tough to come by in Washington, so I was particularly pleased with the comment about our decision on the 5-segment RSRB and J-2X engine in the recent GAO review:  “NASA has taken steps toward making sound investment decisions for Ares I.”  Just for balance, of course, the GAO also provided some other comments.  So, for the record, let me acknowledge on behalf of the entire Constellation team that, yes, we do realize that there remain “challenging knowledge gaps”, as the GAO so quaintly phrased it, between system concepts today and hardware on the pad tomorrow.  Really.  We do.  
It’s time now for a little perspective.  We are developing a new system to bring new capabilities to the U.S. space program, capabilities lost to us since the early 1970s.  It isn’t going to be easy.  Let me pause for a moment and repeat that.  It isn’t going to be easy.  Did any of you here today think it was going to be easy?  May I see a show of hands?  How many of you thought we were going to re-create a capability for the United States to go to the Moon, and do it without any development problems?  Anyone?     
So, no, we don’t yet have all the answers to the engineering questions we will face, and in some cases we don’t even know what those questions will be.  That is the nature of engineering development.  But we are going to continue to follow the data in our decision-making, continue to test our theories, and continue to make changes if necessary.
We have been, I think, extraordinarily open about all of this.  Following the practice I enunciated in my first all-hands on my first day as Administrator, in connection with the then-pressing concerns about Shuttle return-to-flight, we are resolved to listen carefully and respectfully to any technical concern or suggestion which is respectfully expressed, and to evaluate on their merits any new ideas brought to us.  We are doing that, every day.  We will continue to do it.  
So, in conclusion, this is the architecture which I think best meets all of the requirements of law, policy, budget, and common sense that constrain us the post-Shuttle era.  It certainly does not satisfy everyone, not that I believe that goal to be achievable.  To that point, one of the more common criticisms I receive is that it “looks too much like Apollo”.  I’m still struggling to figure out why, if indeed that is so, it is bad.  

My considered assessment of the Constellation Architecture is that while we will encounter a number of engineering design problems as we move forward, we are not facing any showstoppers.  Constellation is primarily a systems engineering and integration effort, based on the use of as many flight-proven concepts and hardware as possible, including the capsule design of Orion, the Shuttle RSRBs and External Tank, the Apollo-era J-2X upper stage engine, and the RS-68 core engine.  We’re capitalizing on the nation’s prior investments in space technology wherever possible.  I am really quite proud of the progress this multi-disciplinary, geographically dispersed, NASA/industry engineering team has made thus far.  

But even so, the development of new systems remains hard work.  It is not for the faint of heart, or those who are easily distracted.  We can do it if, but only if, we retain our sense of purpose.  
In this regard, I’m reminded of two sobering quotes from the CAIB report.  First, “the previous attempts to develop a replacement vehicle for the aging Shuttle represent a failure of national leadership.”  Also, the Board noted that such leadership can only be successful “if it is sustained over the decade; if by the time a decision to develop a new vehicle is made there is a clearer idea of how the new transportation system fits into the nation’s overall plans for space; and if the U.S. government is willing at the time a development decision is made to commit the substantial resources required to implement it.” 

That sort of commitment is what the mantle of leadership in space exploration means, and the engineers working to build Constellation know it every day.  Thus, I can only hope to inspire them, and you, with the immortal words of that great engineer, Montgomery Scott, of the USS Enterprise:  “I’m givin’ ‘er all she’s got, Captain.”

Thank you.
